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MotivationsMotivations

�

Why performance matter in Data Mining?

�

Huge volumes of data

�

Heavy computations

�

Distributed nature of data

�

Why are performance difficult to control?

�

Resource usage strongly depends on unknown 
data statistical properties

�

Computations are typically executed in shared 
environments

�

Massive datasets

�

Approximate solutions?

�

Data transfers
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State of the art: Lines of investigationState of the art: Lines of investigation

�

New algorithms

�

Every 6 months a new frequent pattern mining algorithm

�

New languages or extensions to existing languages

�

DM-SQL, SIMD do- al l

�

New architectures

�

The Knowledge-Grid

�

New application fields

�

Bioinformatics

�

Social sciences

�

Intelligence and security
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Thesis outline (1)Thesis outline (1)

�

Focus

�

Performance issues of data mining applications

�

Deep study of frequent pattern mining, as a specific 
case study. 

�

In depth analysis of a real and hard problem

�

Experimental verification

�

Main goal

�

Desing the architecture of a system for frequent set 
mining.
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Thesis outline (2)Thesis outline (2)

�

The architecture of such system should cope 
with:

�

High performance

�

Low level optimizations (like disk and memory access)

�

Parallel implementations

�

High throughput

�

Cost models for performance prediction

�

Global resource usage optimization

�

Distributed data management

�

Effectively schedule computations and data transfers



Research activity
during the PhD program
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2000/2001: I/O in Data Mining2000/2001: I/O in Data Mining

�

Implementation of some classic DM algorithms

�

SpacCOW: Parallel Classification on COWs 

�

2 thesis: UNIPI, UNIVE

�

Kmeans: Clustering (sequential and parallel)

�

Several Association Rules algorithms

�

SUGGEST: A web mining system

�

Study of disk access patterns in data mining

�

 Is it true that high performance corresponds to few 
dataset scans?

�

Can we take advantage of structured disk access?
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Efficient I/O in DM algorithms on COWsEfficient I/O in DM algorithms on COWs

�

Baraglia, Laforenza, Orlando, Palmerini, Perego. '00, Proc. of 3rd 
Workshop on HPDM, IPDPS 2000, Mexico.

Overlapping I/O and 
CPU time 1) Current OS optimizations 

and careful algorithm 
design can effectively 
handle I/O of huge datasets 

2) There is no more need 
to put a lot of efforts in 
reducing I/O  (i.e. Db 
scans) at any cost.
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Baraglia, Palmerini,  IEEE International Conference on 
Information Technology, ITCC 2001.

Suggest, a Web Usage Mining SystemSuggest, a Web Usage Mining System

A DM system to 
classify web users 
and forecast their 
behavior



 15/04/03 11

2001/2002: Resource aware FSM2001/2002: Resource aware FSM

�

I/O is not the main concern, we should rather 
concentrate on effective data structures that 
allows to take advantage of operating system 
optimizations

�

Direct Count and Pruning (DCP) Algorithm for 
Frequent Set Counting

�

Performance still depend on the dataset 
unknown internal correlations

�

dataset density vs. Sparsity

�

Different strategies and approaches

�

There is not a single best algorithm
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Adaptive and resource-aware mining of frequent sets, Orlando, Palmerini, 
Perego, Silvestri '02, IEEE Int. Conf. On Data Mining.

DCI: New algorithm for Association RulesDCI: New algorithm for Association Rules

DCI outperforms state 
of the art algorithms in 
most cases!

Direct Count & 
Intersect incorporates 
several strategies to 
adapt to datasets and 
architectures
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2002/2003: HPDS for Data Mining2002/2003: HPDS for Data Mining

�

Study of Grids as the natural platform for Data 
Mining systems

�

Configuration of structured applications on the grid

�

Resource management: scheduling DM jobs on the 
Grid

�

Tightly coupled architecture for DM (RPI)

�

Built on top of relational DBMS

�

Based on a vertical data model

�

A templated approach to algorithm development
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Grid Resource ManagementGrid Resource Management

AssistConf: A Grid configuration tool for structured parallel 
programs, 11th Euromicro Conference PDP, 2003

�

Description of the requirements of a structured 
parallel application 

�

XML Configuration file 

�

Resource discovery

�

Globus Information Services

�

Resource Brokering
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Scheduling of DM jobs on the KgridScheduling of DM jobs on the Kgrid

�

Scheduling high performance DM tasks on the 
Kgrid, proc. of Europar 2002 

Scheduling computations and communications 
allows to minimize globel completion time.
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A Toolkit for Frequent Structure MiningA Toolkit for Frequent Structure Mining

�

Visit at the Rensselear Polytechnic Institute, 
Troy, NY (USA).

�

From Sept. 2002 to March 2003

�

A project of Dr. M. J. Zaki

�

http://www.cs.rpi.edu/~zaki

�

Team Members:

�

B. Phoophardkee, F. Gao (PhD students)

�

N. De, J. Urban, M. Davis, Jeevan (Master students)

�

P. Palmerini (visiting scholar)

�

A. Saife, S. Salem (past members)
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FSM Toolkit featuresFSM Toolkit features

� FSM built on Primitives

� Mining (search over complex high-dimensional spaces) 

� Preprocessing (sampling, feature & data selection)

� Post-processing (interesting, rare/outlying, visualization)

� FSM toolkit features

� Scalable, parallel, distributed

� Tight DBMS Integration

� Streaming, incremental

� Two integrated paradigms

� Data Mining Template Library (algorithms + data structures)

� Extensible Data Mining Server (systems)
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The basic entities of the Vertical Data Model are 
VATs = Vertical Attribute Tables
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Pattern

Itemset Sequence Tree Graph

VItemset

VPattern

• Count pattern’s frequency from 
the database
• Read/Write this pattern’s 
information from/to a flat file

• Obtain the set of items
• Check if an itemset is a subset of another itemset

• Obtain the transaction ID list from its VAT
• All operations on its VAT are performed through this.

• Has a pointer to its VAT

Templated approach to data miningTemplated approach to data mining
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�

We call a group of patterns, a family.

�

To ensure code reusability, we create a similar 
class hierarchy. 

PatternFamily

ItemsetFamily SequenceFamily TreeFamilyGraphFamily

• Count pattern frequency
• Discover very long patterns
• Discover very frequent patterns
• Read/Write from/to a flat file

• Operates on itemsets

Templated approach to data miningTemplated approach to data mining
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Dat abase<I t emset ,  MySQL> db;

db( “ t est _db” ,  “ t est _db_conf . xml ” ) ;

db. I mpor t ( “ t abl e. asci i ” ) ;

whi l e ( n_f r eq_i t emset s < t hr eshol d)  {

new_conf i g = pr ompt _cf g( ) ;

db. I ni t _mapper ( new_conf i g) ;

db. VAT_i ni t ( ) ;

n_f r eq_i t emset s = Ecl at ( db,  suppor t ) ;

}

pr i nt _r esul t s( ) ;

ExampleExample



Work in progress...
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Characterization of DatasetsCharacterization of Datasets

�

Introduction of a new statistical indicator for the 
characterization of the complexity of a dataset.

�

Entropy based analysis allows to discriminate 
between dense and sparse datasets
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SchedulingScheduling

�

Work in collaboration with M. Marzolla (UNIVE) and 
D. Talia (Univ. Cosenza)

�

Using a new simulation library

�

Study of effective scheduling policies for 
mapping DM Jobs on the Knowledge Grid

�

Refined cost models for DM jobs

�

Take into account job mutual dependencies

�

Resource variable availabilty
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DM ToolkitDM Toolkit

�

Work in collaboration with Dr. Zaki, RPI.

�

Development of DMTL version 2.0

�

Integration with multile DBMS

�

Definition of other patterns (sequences, tree)

�

Performance Evaluation

�

Implementation of DMTL version of most famous 
algorithms (Eclat, DCI, etc...)

�

Comparison with non-DMTL versions

�

Implementation of specific optimizations into 
general purpose DMTL operations

�

DCI caching strategy into general tidlist intersection
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Thesis index (draft)Thesis index (draft)

�

Introduction

�

Frequent Set Mining

�

State of the art and Open problems

�

Adaptive FSM: DCI

�

Characterization of datasets properties

�

Towards a complete vertical DM System

�

State of the art and Open Problems

�

An extensible DM Toolkit

�

DCI integration in the DMTL

�

(cont)...
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Thesis index (draft)Thesis index (draft)

�

...(cont)

�

Distributed FSM

�

State of the art

�

Open problems

�

Parallel DCI

�

Performance prediction

�

Scheduling on the Kgrid

�

Conclusions and future work


