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In the previous lecture, we discussed the compilation of a basic program-
ming language like MiniJava. In this last lecture, we will take a closer look
at the compilation phase and discuss a few more subtleties.

1 Loops: The While Construct

We consider the compilation of the while construct to show how compilers
deal with loop statements. This is not too hard, since the while construct
can be compiled as follows:

e yloc(e)
−→
i1 s yn′

−→
i2 n′ = n + |−→i1 |+ 1 n′′ = n′ + |−→i2 |+ 1

while e do s yn
−→
i1 ; CJUMP loc(e), n′, n′′;

−→
i2 ; JUMP n

In words, we first compile the guard expression e to produce a sequence
of instructions

−→
i1 which evaluates e and stores its result in loc(e). After

executing these instructions, we branch over loc(e):

• if loc(e) contains a value different from 0, we increment the program

counter by 1 and we execute the instructions
−→
i2 resulting from the

compilation of the loop body s. After this, we just jump back to the
first instruction resulting from the compilation of the while loop;

• if loc(e) contains the value 0, we simply set the program counter to
the instruction following the last instruction resulting from the com-
pilation of the while loop.

Notice that we can compile a do-while loop like do s while e just by inter-
preting it as s;while e do s and compiling the latter.

1



2 Short Circuit Evaluation

You may recall from the previous lectures that many programming languages
implement a form of short circuit evaluation for boolean expressions. The
idea is that, to evaluate the expression e1 && e2, we first evaluate e1: if e1
evaluates to false, there is no need to evaluate e2, since the conjunction will
always be false. Dual considerations apply to the evaluation of e1 || e2.

Formalizing the compilation of short circuit evaluation requires to adapt
compilation judgements for expressions to the following format:

e yl,n
−→
i .

where: e is the expression to compile; l is the location where the result of the
evaluation of e will be stored; n is an integer identifying the first instruction
resulting from the compilation of e; and

−→
i is the result of the compilation.

We present the formal rules in Table 1. The compilation of true and
false does not change, but for the generalization to the new judgement
format. Conversely, expressions including binary boolean operators make
use of CJUMP instructions to avoid evaluating irrelevant sub-expressions and
directly jump to the end of the compilation of the expression whenever
possible; notice that, when short circuit evaluation is implemented, we only
need a single memory location to evaluate the sub-expressions. The rule for
the compilation of conditionals does not change, though we need to adapt
the compilation of the guard expression to the new format.

true yl,n LOADIMM l, 1 false yl,n LOADIMM l, 0

e1 yl,n
−→
i1 e2 yl,n′

−→
i2 n′ = n + |−→i1 |+ 1 n′′ = n′ + |−→i2 |

e1 && e2 yl,n
−→
i1 ; CJUMP l, n′, n′′;

−→
i2

e1 yl,n
−→
i1 e2 yl,n′

−→
i2 n′ = n + |−→i1 |+ 1 n′′ = n′ + |−→i2 |

e1 || e2 yl,n
−→
i1 ; CJUMP l, n′′, n′;

−→
i2

e yloc(e),n
−→
i s1 yn1

−→
i1

s2 yn2

−→
i2 n1 = n + |−→i |+ 1 n2 = n1 + |−→i1 |+ 1

if e then s1 else s2 yn
−→
i ; CJUMP loc(e), n1, n2;

−→
i1 ; JUMP n2 + |−→i2 |;

−→
i2

Table 1: Compilation of short circuit evaluation
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We now provide an example by compiling the statement:

if (true || false) then x := 0 else x := 1

By building a corresponding derivation using the rules we presented and
assuming the first instruction of the compilation has index 0, we obtain the
following instructions:

0 : LOADIMM $g, 1
1 : CJUMP $g, 3, 2
2 : LOADIMM $g, 0 [end of the compilation of the guard]
3 : CJUMP $g, 4, 7 [jump introduced by the conditional]
4 : LOADIMM $t, 0
5 : MOV $x, $t
6 : JUMP 9 [end of the “then” branch]
7 : LOADIMM $t, 1
8 : MOV $x, $t

where we use the following locations: $g (for the guard), $t (for the right-
hand side of assignment) and $x (for variable x).

3 Optimizations

Short circuit compilation is useful to make the execution of the compiled
code faster. However, it is also worth noticing that there are other sources
of inefficiency in the compilation rules we presented. Specifically:

• number of memory locations: the translation of compound expressions
may generate a high number of temporary locations. This can be quite
problematic, since it leads to an increase of the size of the stack frames
used at runtime;

• branching structure: the translation of the (short-circuited) logical
operators, conditional statements and loops can generate, in case of
nested statements or expressions, a number of jumps much larger than
necessary.

We discuss some simple optimizations which can be implemented to mitigate
these problems.

3



3.1 Constants

Consider the compilation of the statement x := 1. If we apply the compila-
tion rules we presented, we obtain the following two instructions:

LOADIMM $t, 1
MOV $x, $t

where $x is the memory location for x and $t is a temporary memory location
needed to store the result of the right-hand side of the assignment.

Clearly, it would be possible to compile the statement more effectively
as follows:

LOADIMM $x, 1

This optimization can be easily obtained by redefining the compilation rules
for assignments, to additionally check before compiling whether the right-
hand side of the assignment is a constant or not:

e yloc(e)
−→
i e not a constant

x := e yn
−→
i ; MOV loc(x), loc(e)

k constant

x := k yn LOADIMM loc(x), k

3.2 Accumulators

Recall the compilation rule for addition expressions:

e1 yloc(e1)
−→
i1 e2 yloc(e2)

−→
i2

e1 + e2 yn
−→
i1 ;
−→
i2 ; ADD n, loc(e1), loc(e2)

This rule uses three memory locations: loc(e1) to store the evaluation of e1,
loc(e2) to store the evaluation of e2 and n to store the final result.

However, it is possible to spare one memory location by using n as an
accumulator as follows:

e1 yn
−→
i1 e2 yloc(e2)

−→
i2

e1 + e2 yn
−→
i1 ;
−→
i2 ; ADD n, n, loc(e2)

3.3 Reuse of Memory Locations

In our formalism, we assumed the existence of a function loc assigning to each
expression in the program code a corresponding memory location, but we
never discussed how this function should be computed in the implementation
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of a real compiler. Picking a new memory location for each sub-expression
would be correct, but also very inefficient in terms of memory.

In practice, one can implement loc as a recursive function operating on
the nodes of the AST. If we look carefully at the previous rule for compiling
an addition expression, we can notice that, when compiling e2, it is possible
to reuse all the memory locations used in the compilation of e1, with the
exception of n, where the result of the evaluation of e1 will be stored. Similar
considerations apply to other program constructs.

3.4 Merging Jumps

Recall the compilation of our previous example:

if (true || false) then x := 0 else x := 1

0 : LOADIMM $g, 1
1 : CJUMP $g, 3, 2
2 : LOADIMM $g, 0 [end of the compilation of the guard]
3 : CJUMP $g, 4, 7 [jump introduced by the conditional]
4 : LOADIMM $t, 0
5 : MOV $x, $t
6 : JUMP 9 [end of the “then” branch]
7 : LOADIMM $t, 1
8 : MOV $x, $t

Observe that this code performs two conditional jumps, even though it
would be enough to perform just one, because when line 1 is reached we
always jump to line 3 and from there we always jump to line 4. It is thus
possible to directly jump from line 1 to line 4 without changing the semantics
of the program.

This change can be formalized by revising the format of the compilation
judgements for (boolean) expressions as follows:

e yn,t,f
−→
i .

Compared to the previous format, there are two notable differences: we
drop the location l used to store the result of the evaluation and we introduce
two indexes t and f , pointing to where we should jump when expression e
evaluates to true or to false respectively. These indexes will be instantiated
in the compilation rule for conditional statements, where t will point to the
first instruction of the “then” branch and f will point to the first instruction
of the “else” branch. We refer to Table 2 for full details.
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true yn,t,f JUMP t false yn,t,f JUMP f
e yn,f,t

−→
i

!e yn,t,f
−→
i

e1 yn,n′,f
−→
i1 e2 yn′,t,f

−→
i2 n′ = n + |−→i1 |

e1 && e2 yn,t,f
−→
i1 ;
−→
i2

e1 yn,t,n′
−→
i1 e2 yn′,t,f

−→
i2 n′ = n + |−→i1 |

e1 || e2 yn,t,f
−→
i1 ;
−→
i2

e yn,t,f
−→
i

s1 yt
−→
i1 s2 yf

−→
i2 t = n + |−→i | f = t + |−→i1 |+ 1

if e then s1 else s2 yn
−→
i ;
−→
i1 ; JUMP f + |−→i2 |;

−→
i2

Table 2: Optimized compilation of short circuit evaluation

If we apply the revised compilation to the statement above, we get the
following bytecode, where we directly jump to the implementation of the
“then” branch:

0 : JUMP 2
1 : JUMP 5
2 : LOADIMM $t, 0
3 : MOV $x, $t
4 : JUMP 7
5 : LOADIMM $t, 1
6 : MOV $x, $t

We conclude this section by observing that the actual implementation of
short circuit evaluation is slightly more complicated than this. The reason is
that not all boolean expressions can be fully evaluated at compile time, which
instead is a distinctive property of the simple expressions we considered in
Table 2: to understand the point, think about conditions like x ≤ 3, whose
truth value depends on the value assigned to the variable x at runtime.

In practice, we would then have two different judgements:

1. e yl
−→
i : to compile non-boolean expressions and store the result of

their evaluation in location l. We use this judgement also to compile
boolean expressions which do not guard control constructs like condi-
tionals. This is essentially what we presented in the previous lecture;
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2. e yl,n,t,f
−→
i : to compile boolean expressions guarding control con-

structs and store the result of their evaluation in location l (if needed).
Essentially, this extends the previous definition in Table 2 to deal with
those cases which cannot be resolved at compile time.

To exemplify, we show how to compile an expression of the form e1 ≤ e2
guarding a control construct:

e1 yloc(e1)
−→
i1 e2 yloc(e2)

−→
i2

e1 ≤ e2 yl,n,t,f
−→
i1 ;
−→
i2 ; LEQ l, loc(e1), loc(e2); CJUMP l, t, f

3.5 Static Analysis

Though the proposed optimizations can be hard-coded in the compilation
process by local patches as we just described, they can be more effectively im-
plemented by a static analysis step performed just after compilation. Static
analysis can exploit global information about the entire program to perform
many different optimizations on the compiled code, whose scope is beyond
the contents of these lectures.

To exemplify, consider the (optimized) compilation of the conditional
statements in the previous section:

0 : JUMP 2
1 : JUMP 5
2 : LOADIMM $t, 0
3 : MOV $x, $t
4 : JUMP 7
5 : LOADIMM $t, 1
6 : MOV $x, $t

Static analysis can detect that line 1 is dead code and can be safely removed,
provided that the first instruction is updated to jump to 1 rather than to 2:

0 : JUMP 1
1 : LOADIMM $t, 0
2 : MOV $x, $t
3 : JUMP 7
4 : LOADIMM $t, 1
5 : MOV $x, $t

Clearly, line 0 is useless now and can be removed. Also, static analysis can
detect that the move instructions at line 2 and 5 always assign a constant,
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thus the code can be further rewritten as follows:

0 : LOADIMM $x, 0
1 : JUMP 3
2 : LOADIMM $x, 1

Since line 2 is dead code, it can be removed, along with the now useless jump
at line 1. The final result of the compilation is then just: LOADIMM $x, 0.

4 Arrays

In most programming languages, one-dimensional arrays are essentially an
abstraction for a sequence of contiguous, heap-allocated memory cells. When
it comes to multi-dimensional arrays, however, there are two main viable de-
sign choices:

1. Java-style: a multi-dimensional array is an array that contains pointers
to other arrays;

2. C-style: a multi-dimensional array is laid out linearly in memory.

Consider a multi-dimensional array int a[4][2] with 4 rows and 2 columns.
The array can be instantiated in memory as follows:

1. Java-style: a sequence of 4 consecutive references, each pointing to a
different sequence of 2 consecutive integers;

2. C-style: a sequence of 8 consecutive integers.

The semantics of array accesses thus depend on memory allocation:

1. Java-style: the access a[3][1] is resolved as follows: we first access
the element with index 3 in the array a; if that value is a reference to
an array, we access the element with index 1 in that array;

2. C-style: the access a[3][1] is resolved just by accessing the element
with index 7 (i.e., 3 * 2 + 1) in the array a.

It is interesting to comment on the relative strengths and weaknesses of the
two approaches:

1. the Java-style approach typically features slower array accesses, since
accessing a[3][1] requires one to follow two pointers. However, it
also enables the use of jagged arrays, i.e., multi-dimensional arrays
featuring different dimensions for each row of the array. For instance,
the following code is legal in Java:
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String[][] values = new String[2][];

values[0] = new String[2];

values[0][0] = "cat";

values[0][1] = "dog";

values[1] = new String[3];

values[1][0] = "fish";

values[1][1] = "bird";

values[1][2] = "lizard";

2. the C-style approach ensures faster array accesses, but there is no easy
way to work with jagged arrays: multi-dimensional arrays are always
rectangular, which may lead to wasting memory and prevents dynamic
array resizing.
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