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The interpretive execution discussed in the previous lecture is rarely
used in practice, because it is quite inefficient. Instead, real programs are
normally first translated to a lower level, faster executable format (machine
language or bytecode) by a compilation step and then executed.

We discuss the compilation of a statically typed version of MiniJava into
code for a made-up lower level machine, which is a simplified version of a real
Java Virtual Machine (JVM). We call this machine MiniJVM. Compiling
MiniJava code into MiniJVM bytecode is relatively simple, since there is a
core subset of the former which maps quite directly to a core subset of the
latter. Similar considerations apply to full Java and real JVM bytecode.

1 Before Compilation

Before producing the bytecode, the compiler has to pre-compute a number of
auxiliary information to support compilation and assist the virtual machine.
You can imagine all this information is included in form of annotations in
the AST before compilation:

1. for each class, we annotate the size of its objects, i.e., the number of
fields declared in the class and its superclasses;

2. for each method, we annotate the size of its stack frame: this is the
number of arguments and local variables of the method, plus 1 for the
receiver object (this), and a number of auxiliary locations for storing
temporary values used during expression evaluations;

3. for each assignment, we annotate whether it is an assignment to a
parameter/local variable or to a field. In the first case, we also record
the location of the variable on the stack frame; in the second case, we
also record the location of the field within the object;
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4. for each expression, we annotate its type and, more importantly, the
location on the stack frame where the result of evaluation should go;

5. finally, we insert type-conversion functions wherever needed, e.g., on
the second argument of a plus operation performing string concatena-
tion between a string and an integer variable.

The final result of this process is an annotated AST, which can be com-
piled entirely on its own, with no reference to any additional table or data
structure. This makes the compilation process a straightforward recursive
traversal of the AST.

2 MiniJVM

We present selected SOS rules defining the semantics of MiniJVM.

2.1 Syntax

The memory in MiniJVM consists of a stack and a heap. At any given time,
MiniJVM is executing code from a particular method and there is a pointer
p, called the program counter, referring to the instruction being executed.
There is no garbage collection, but we simply allocate new memory from the
top of the heap and never deallocate it. Also, there is a special register r,
used only to pass results back from method calls. In summary, the machine
state contains five values: the program counter p, the code c of the current
method, the stack S, the heap H, and the return register r (see Table 1).

Program counter p ∈ N
Return register r ∈ N
Instruction i ::= MOV n1, n2 | ... (explained later)
Code c ::= i1, . . . , in sequence of instructions
Environment E ::= n1, . . . , nk sequence of integers
Stack frame f ::= (E, p, c)
Stack S ::= f1, . . . , fn sequence of stack frames
Object o ::= {|C;E|} C class, E environment (fields)
Heap H ::= o1, . . . , on sequence of objects
State σ ::= (p, c, S,H, r)

Table 1: MiniJVM syntax
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The syntax should not be surprising. The only point worth noticing is
that a stack frame is a triple (E, p, c), where E is an environment assigning
values to parameters/local variables of the current method, while p and c
are the program counter and the code of the caller method respectively1.

Given a sequence, we use the lookup operator [n] to access its n-th
element and the substitution operator [n1 7→ n2] to replace its n1-th element
with n2. Finally, we use the :: operator to append elements at the beginning
of a sequence and the | · | operator to get the length of a sequence.

2.2 Semantics

The operational semantics of MiniJVM is defined by two judgements. The
first judgement σ, i→ σ′ defines how an instruction i may change the state
σ into the new state σ′. This is the bulk of the semantics, since we need (at
least) one rule for each instruction supported by MiniJVM.

The second judgement, instead, has the following format: σ ⇒ σ′, and
it defines how a state σ may evolve into σ′ by fetching the next instruction
and executing it. This is very simple to define, since it only amounts to the
following rule:

(p, c, S,H, r), c[p]→ σ′

(p, c, S,H, r)⇒ σ′

The full definition of the judgement σ, i → σ′ is given in Table 2. The
intuitive explanation of the instructions is the following:

1. MOV n1, n2: move the content of location n2 into location n1;

2. LOADIMM n1, n2: load integer n2 into location n1;

3. ADD n1, n2, n3: sum the content of locations n2, n3 and store the result
in location n1;

4. JUMP p: jump to the p-th instruction of the current method;

5. CJUMP n, p1, p2: if location n contains a value different from 0 jump to
p1, otherwise jump to p2;

6. IJUMP n: jump to the instruction of the current method addressed by
the content of location n;

1A real JVM would also include in the stack frame an operand stack used for many
operations. For instance, an addition instruction would pop two integers from the operand
stack and push their sum on it. We do not represent the operand stack for simplicity.
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7. NEW n,C: create a new object of class C and put a reference to it in
location n;

8. GET n1, n2: get the n2-th field of the receiver object (this) and store
its value in location n1;

9. PUT n1, n2: set the n1-th field of the receiver object (this) to the value
stored in location n2;

10. INVOKE n,m, n1, . . . , nk: invoke method m on the object referenced by
location n, passing the arguments stored in locations n1, . . . , nk;

11. RETURN n: put the content of location n into the return register and
pop an element from the call stack;

12. LOADRES n: fetch the value stored in the return register and copy it to
location n.

The formal rules may be hard to read at first, but, if you look at them care-
fully, you will notice that they are consistent with the intuitive explanation
above. In the rules, we assume the existence of a few auxiliary functions:

• fields(C) returns the set of fields of class C;

• sfs(C,m) returns the stack frame size of method m of class C;

• lookup(C,m) returns the implementation of method m of class C;

We comment on the rule for method invocation INVOKE n,m, n1, . . . , nk,
which is the most complicated one:

1. first, we lookup the heap at location H[E[n]], where E is the envi-
ronment of the topmost element of the stack frame, i.e., of the caller
method. The location must contain an object of a given class, say C;

2. then, we perform a lookup of the method m of class C to get the
method implementation c′′. We update the program counter to 0 (first
instruction) and the executed instructions to c′′;

3. finally, we push a new stack frame on the stack. The first element
of the environment in the new stack frame is E[n], i.e., the reference
to the receiver object; then, we have the elements E[n1], . . . , E[nk]
corresponding to the method arguments; and last we have a sequence
of zeros filling the rest of the stack frame up to its size. The new stack
frame also tracks the (updated) program counter of the caller, as well
as its implementation, which is needed to process return instructions.
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(p, c, (E, p′, c′) :: S,H, r), MOV n1, n2 → (p+ 1, c, (E[n1 7→ E[n2]], p′, c′) :: S,H, r)

(p, c, (E, p′, c′) :: S,H, r), LOADIMM n1, n2 → (p+ 1, c, (E[n1 7→ n2], p′, c′) :: S,H, r)

n = E[n2] + E[n3]

(p, c, (E, p′, c′) :: S,H, r), ADD n1, n2, n3 → (p+ 1, c, (E[n1 7→ n], p′, c′) :: S,H, r)

(p, c, S,H, r), JUMP p′ → (p′, c, S,H, r)

S = (E, p′, c′) :: S′ E[n] 6= 0

(p, c, S,H, r), CJUMP n, p1, p2 → (p1, c, S,H, r)

S = (E, p′, c′) :: S′ E[n] = 0

(p, c, S,H, r), CJUMP n, p1, p2 → (p2, c, S,H, r)

S = (E, p′, c′) :: S′ E[n] = p′′

(p, c, S,H, r), IJUMP n→ (p′′, c, S,H, r)

H ′ = H, {|C;
−→
0 |} |−→0 | = |fields(C)|

(p, c, (E, p′, c′) :: S,H, r), NEW n,C → (p+ 1, c, (E[n 7→ |H|+ 1], p′, c′) :: S,H ′, r)

H[E[0]] = {|C;Eo|} Eo[n2] = n

(p, c, (E, p′, c′) :: S,H, r), GET n1, n2 → (p+ 1, c, (E[n1 7→ n], p′, c′) :: S,H, r)

S = (E, p′, c′) :: S′ H[E[0]] = {|C;Eo|} o = {|C;Eo[n1 7→ E[n2]]|}
(p, c, S,H, r), PUT n1, n2 → (p+ 1, c, S,H[E[0] 7→ o], r)

S = (E, p′, c′) :: S′ H[E[n]] = {|C;Eo|}
E′ = E[n], E[n1], . . . , E[nk],

−→
0 |E′| = sfs(C,m) c′′ = lookup(C,m)

(p, c, S,H, r), INVOKE n,m, n1, . . . , nk → (0, c′′, (E′, p+ 1, c) :: S,H, r)

(p, c, (E, p′, c′) :: S,H, r), RETURN n→ (p′, c′, S,H,E[n])

(p, c, (E, p′, c′) :: S,H, r), LOADRES n→ (p+ 1, c, (E[n 7→ r], p′, c′) :: S,H, r)

Table 2: MiniJVM semantics
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3 Compilation Rules

We define the compilation using SOS rules of three different formats:

Expressions eyn
−→
i

Statements syn
−→
i

Methods mdy −→i

The first judgement eyn
−→
i states that expression e is compiled in the

instruction sequence
−→
i ; the integer n identifies the location where the result

of the evaluation of e will be stored. The second judgement syn
−→
i states

that statement s is compiled in the instruction sequence
−→
i ; the integer n

is an index identifying the first instruction resulting from the compilation
of s. Finally, the third judgement mdy −→i states that method declaration
md is compiled in the instruction sequence

−→
i .

Given the abundance of commas in the notation, we perform a small
abuse for the sake of readability and we use a semicolon ’;’ rather than a
comma to separate the instructions in a sequence.

We presuppose the existence of a function loc such that:

• loc(e) returns the stack location where the result of e will be stored;

• if x is a local variable, loc(x) returns its location in the stack frame;

• if x is a field, loc(x) returns its location within the object.

More precisely, the function loc would need to operate on the AST nodes
corresponding to the elements above, so that, e.g., the same expression in
two different places may be evaluated into different locations. To keep the
notation lighter, however, we abstract from this important but tedious as-
pect in the present formalization.

3.1 Expressions

The compilation rules for expressions are given in Table 3. They should
be mostly self-explanatory, though there is a subtle point to notice: the
compilation of accesses to variables discriminates between the case where x
is a local variable and the case where x is a field, picking the appropriate
bytecode instruction. Also, notice that the logical not ! is implemented using
integer subtraction SUB, which was not included in the present notes, but
whose semantics is clear.
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n′ yn LOADIMM n, n′ true yn LOADIMM n, 1 false yn LOADIMM n, 0

null yn LOADIMM n, 0
x variable

xyn MOV n, loc(x)

x field

xyn GET n, loc(x)

eyloc(e)
−→
i

!eyn
−→
i ; LOADIMM n, 1; SUB n, n, loc(e)

e1 yloc(e1)
−→
i1 e2 yloc(e2)

−→
i2

e1 + e2 yn
−→
i1 ;
−→
i2 ; ADD n, loc(e1), loc(e2)

new C yn NEW n,C

eyloc(e)
−→
i ∀j ∈ [1, k] : ej yloc(ej)

−→
ij

e.m(e1, . . . , ek) yn
−→
i ;
−→
i1 ; . . . ;

−→
ik ; INVOKE loc(e),m, loc(e1), . . . , loc(ek); LOADRES n

Table 3: Compilation rules for expressions

3.2 Statements

The compilation rules for statements are given in Table 4. We have two rules
for assignments: they are similar, since they only differ for one bytecode
instruction, based on whether the assignment is to a local variable or to a
field. The rule for sequential composition is immediate, while the rule for
conditional branches is quite complex. Intuitively, it can be explained as
follows:

1. compile the guard expression e to obtain an instruction sequence
−→
i ;

2. include after
−→
i a conditional jump based on the result of the guard

expression e:

(a) if the expression evaluates to a non-zero value (true), jump to
the compilation of the “then” statement s1;

(b) if the expression evaluates to zero (false), jump to the compila-
tion of the “else” statement s2;

3. include after the compilation of the “then” statement a jump to the
end of the compilation of the entire conditional branch, so that we
leave the conditional after taking a “then” branch.

Observe that we do not need to include any jump in the compilation of the
“else” statement, since after it we leave the conditional in any case.
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eyloc(e)
−→
i x variable

x := eyn
−→
i ; MOV loc(x), loc(e)

eyloc(e)
−→
i x field

x := eyn
−→
i ; PUT loc(x), loc(e)

s1 yn
−→
i1 s2 yn′

−→
i2 n′ = n+ |−→i1 |

s1; s2 yn
−→
i1 ;
−→
i2

eyloc(e)
−→
i s1 yn1

−→
i1

s2 yn2

−→
i2 n1 = n+ |−→i |+ 1 n2 = n1 + |−→i1 |+ 1

if e then s1 else s2 yn
−→
i ; CJUMP loc(e), n1, n2;

−→
i1 ; JUMP n2 + |−→i2 |;

−→
i2

Table 4: Compilation rules for statements

3.3 Method Declarations

Finally, we need to define the compilation rule for method declarations:

sy0
−→
i1 eyloc(e)

−→
i2

type m(args) {vars; s; return e}y −→i1 ;
−→
i2 ; RETURN loc(e)

Nothing surprising here: we just compile the method body s and the return
expression e, and we compose the results in the obvious way. The compila-
tion of method declarations is used to correctly populate the lookup function
used by MiniJVM for the different classes and methods in the program.

4 Exercises

1. Let σ = (0, i, (3, 7, 2, 4, 9, 21, 13, 15, p, c), 0). Find σ′ such that σ ⇒ σ′

when i is replaced by each of the following instructions: (i) LOADIMM 6, 3;
(ii) ADD 5, 1, 6; (iii) MOV 3, 5;

2. Compile the following method declarations to MiniJVM:

(a) int m(int y) {int x;x := y + 1; return x};
(b) int m(int y) {int x; if y = 0 then x := 1 else x := 2; return x}
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