
Executing MiniJava

Stefano Calzavara

March 17, 2017

We now give SOS rules to define the semantics of a dynamically typed
version of MiniJava. We do this incrementally: we start from basic expres-
sions and statements, to then focus on more advanced language features like
objects and inheritance.

1 Basic Elements

1.1 Expressions

We let n range over integers and b range over boolean values. The syntax
of values v is defined as follows:

v ::= n | b | null.

A store σ is a partial function from variables to values. We let dom(σ) stand
for the domain of σ, i.e., the set of the variables bound to a value.

The semantics of expressions is defined by judgments of the following
format:

e, σ ⇓ v.

This reads as: the expression e evaluates to the value v in the store σ. The
semantics rules are presented in Table 1.

These rules should not be surprising, just notice that boolean operators
implement a short-circuit evaluation. It is also worth noticing that the
adopted notation implicitly ensures a form of dynamic typing: for instance,
when evaluating !e, we require e to evaluate to a boolean b in the premises.
If this is not the case, the rule cannot be applied and evaluation gets stuck.
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n, σ ⇓ n b, σ ⇓ b null, σ ⇓ null
x ∈ dom(σ)

x, σ ⇓ σ(x)

e, σ ⇓ b
!e, σ ⇓ ¬b

e1, σ ⇓ true e2, σ ⇓ b
e1 && e2, σ ⇓ b

e1, σ ⇓ false

e1 && e2, σ ⇓ false

e1, σ ⇓ true

e1 || e2, σ ⇓ true

e1, σ ⇓ false e2, σ ⇓ b
e1 || e2, σ ⇓ b

e1, σ ⇓ n1 e2, σ ⇓ n2 ⊕ ∈ {+,−, ∗}
e1 ⊕ e2, σ ⇓ n1 ⊕ n2

e1, σ ⇓ n1 e2, σ ⇓ n2 n2 6= 0

e1/e2, σ ⇓ n1/n2
e1, σ ⇓ n1 e2, σ ⇓ n2 n1 ≤ n2

e1 ≤ e2, σ ⇓ true

e1, σ ⇓ n1 e2, σ ⇓ n2 n1 > n2

e1 ≤ e2, σ ⇓ false

Table 1: Semantics of expressions (e, σ ⇓ v)

1.2 Statements

The rules for statements are similar to those discussed for IMP. They are
defined by judgments of the following format:

s, σ  σ′.

This reads as: the statement s produces the store σ′ when executed on the
store σ. The rules are shown in Table 2.

s1, σ  σ1 s2, σ1  σ2

s1; s2, σ  σ2

e, σ ⇓ true s1, σ  σ′

if e then s1 else s2, σ  σ′

e, σ ⇓ false s2, σ  σ′

if e then s1 else s2, σ  σ′
x ∈ dom(σ) e, σ ⇓ v
x := e, σ  σ[x 7→ v]

Table 2: Semantics of statements (s, σ  σ′)

The only important difference with respect to IMP is that, in the rule
for assignment, we evaluate the right-hand side to some value v of an ar-
bitrary type. This is consistent with our goal of giving the semantics of a
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dynamically typed language, where the same variable can be used multiple
times with different types.

2 Objects

Interpreting programs with objects requires a store which is more compli-
cated than the one we discussed, to implement side effects correctly. To
understand this point, consider the following Java program:

class E {

public int f() {

C x = new C();

C y = x;

x.set(10);

return y.get(); // 10

}

}

Though the variables x and y are different, they point to the same object
in memory, hence any change to that object performed through x is also
visible through y and vice-versa.

2.1 Stack and Heap in Java

Like most programming languages, Java makes use of two separate pools
of memory: the heap and the stack. The heap stores objects, arrays and
class variables, i.e., those declared with the keyword static. The stack,
instead, stores local variables, including method parameters. Java variables
can only contain a primitive value or a reference to the heap location where
an object, an array or the content of a class variable is stored.

When a method is called, the Java Virtual Machine creates a new stack
frame that stores the parameters and the local variables for that method.
One method can call another, which can call another, and so on, so the JVM
maintains an internal stack of stack frames, with the main method at the
bottom, and the most recently called method on top. The method that is
currently executing (at any point in time) is the one whose stack frame is on
top. All the other stack frames represent methods waiting for the methods
above them to return before they can continue executing. When a method
finishes executing, its stack frame is erased from the top of the stack and its
local variables are erased forever.
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2.2 Parameter Passing in Java

Java passes all parameters by value. This means that the method has copies
of the actual parameters and cannot change the originals. The copies reside
in the method’s stack frame: the method can change these copies, but the
original values that were copied are not changed.

method: | STACK (just before the method returns)

|

static void doNothing(int x) { | -----

x = 2; | x | 2 |

} | ----- stack frame for doNothing

|-----------------------------------------

method call: |

| -----

int a = 1; | a | 1 |

doNothing(a); | ----- stack frame for main

In this example, when the method call returns, the value of variable a is
still 1. Clearly, this would be the same even if the parameter of doNothing
was called a.

Remarkably, when a method parameter is a reference to an object, the
reference is copied, but the object is not and the original object is thus shared
between the caller and the callee. The callee can modify an object that one of
its parameters points to, and the changes will be visible everywhere. Similar
considerations apply also to arrays and class variables. This is not surprising
or any kind of special case: rather, it is just a consequence of Java passing
references by value, just like everything else. Below, we provide an example
that shows how a method can make a change to an object that is visible to
the calling method.

method: | STACK | HEAP

| set3|

class IntBox { | |

public int i; | ----- |

static void set3(IntBox ib) { | ib | .-+----------------\

ib.i = 3; | ----- | |

} | | |

|--------------------| v

method call: | ----- | ------

| b | .-+------------->|i |3|

IntBox b = new IntBox(); | ----- main| ------

set3(b); |____________________|
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Finally, we provide an example of a common programming error, where a
method tries and fails to make a change that is visible to the calling method.

method: | STACK | HEAP

| badSet4|

class IntBox { | |

public int i; | ----- | ------

static void badSet4(IntBox ib) { | ib | .-+------------->|i |4|

ib = new IntBox(); | ----- | ------

ib.i = 4; | |

} |--------------------|

| ----- | ------

method call: | b | .-+------------->|i |0|

| ----- main| ------

IntBox b = new IntBox(); |____________________|

badSet4(b);

2.3 SOS Rules

In the end, we discussed how variables of object type go through a two-stage
lookup process: we first get a reference to the object from the stack and then
we use it to access the object from the heap. We mimic the same behaviour
in MiniJava by changing the structure of the store σ and making it a pair
(S,H), including a stack S and a heap H. We formalize this approach in
terms of SOS rules as usual: the rules may be hard to read at first, but if
you look at them carefully, you will realize they are just giving a very precise
description of the previous informal explanation.

2.3.1 Syntax

Formally, we extend the set of values with a new ingredient: locations, ranged
over by `. We then stipulate that:

• the stack S is a partial function from variables (plus the distinguished
element this) to primitive values or locations;

• the heap H is a partial function from locations to objects.

An object has the form {|C;−−−→xi : vi|}, where C is its class and −−−→xi : vi are its
fields along with their content. Given an object o, we write o.x to perform
a field lookup; if the field does not exist, the lookup fails. Given a class C,
let fields(C) stand for the set of its field names.
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We also assume the existence of a partial function π such that:

π(C,m) = (x1, . . . , xn, y1, . . . , yk, s, e),

whenever the class C defines a method m satisfying all the following clauses:

1. it expects n arguments x1, . . . , xn;

2. it uses k local variables y1, . . . , yk;

3. its body is defined by the statement s;

4. it returns the evaluation of the expression e.

2.3.2 Expressions

Since new objects can be dynamically created on the heap using the new
operator and method invocations are expressions, the format of the SOS
rules for expressions changes as follows:

e, (S,H) ⇓π v,H ′.

This reads as: when the expression e is evaluated on the store (S,H), it
returns a value v and it updates the heap to H ′.

First of all, we introduce the obvious rule for locations:

`, (S,H) ⇓π `,H.

We then update the rule for variable access, which is the only one where
the old store σ was used. It is replaced by the following two rules:

x ∈ dom(S)

x, (S,H) ⇓π S(x), H

x 6∈ dom(S) S(this) = ` H(`).x = v

x, (S,H) ⇓π v,H

In words, if x is a variable on the stack S, we return the value S(x); if
instead x is not on the stack, we assume it is an object field and we access
the heap to return the value of the x field of the this object.

All the other rules we presented generalize to the new format in the
expected way, as an example we give the updated rule for binary integer
operations:

e1, (S,H) ⇓π n1, H1 e2, (S,H1) ⇓π n2, H2 ⊕ ∈ {+,−, ∗}
e1 ⊕ e2, (S,H) ⇓π n1 ⊕ n2, H2
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We then add the rule for object creation:

` 6∈ dom(H) fields(C) = {x1, . . . , xn}
new C, (S,H) ⇓π `, (H, ` 7→ {|C;x1 : null, . . . , xn : null|})

In words, after evaluating new C, we allocate a new object of class C
on the heap with all its fields set to null and we return a pointer ` to this
new object to make it accessible to its creator.

Finally, we include the rule for method invocation (we elide the fields of
the object from the rule, since they are not needed):

e, (S,H) ⇓π `,H0

H0(`) = {|C; . . . |} π(C,m) = (x1, . . . , xn, y1, . . . , yk, s, er)
∀i ∈ [1, n] : ei, (S,Hi−1) ⇓π vi, Hi

Sn = this 7→ `, x1 7→ v1, . . . , xn 7→ vn, y1 7→ null, . . . , yk 7→ null
s, (Sn, Hn) π (S′, H ′) er, (S

′, H ′) ⇓π v,H ′′

e.m(e1, . . . , en), (S,H) ⇓π v,H ′′

This is the most complicated rule. When evaluating e.m(e1, . . . , en), we
first evaluate e to find a pointer ` to some object on the heap which defines
a method m with n arguments. We then evaluate all the method arguments
e1, . . . , en from left to right, propagating potential heap updates H1, . . . ,Hn

from left to right upon evaluation. The body of the method, i.e., the state-
ment s, is executed on the store including the most updated heap Hn and
whose stack binds ` to this, instantiates the method parameters x1, . . . , xn
with the evaluated arguments v1, . . . , vn, and initializes all the local vari-
ables y1, . . . , yk to null. (The rules defining the execution of statements are
defined in the next section.) Finally, the return expression er is evaluated
on the store (S′, H ′) produced after the execution of s and the result v of
the evaluation is returned as the result of the method invocation. The final
heap H ′′ comes from the evaluation of er.

2.3.3 Statements

The rules for statements do not change too much with respect to the original
presentation. The revised format is the following:

s, (S,H) π (S′, H ′).

This reads as: when the statement s is executed on the store (S,H), it
updates the store to (S′, H ′).
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Besides the obvious changes to deal with the new format, we must split
the rule for assignment in the following two rules:

x ∈ dom(S) e, (S,H) ⇓π v,H ′

x := e, (S,H) π (S[x 7→ v], H ′)

x 6∈ dom(S)
S(this) = ` e, (S,H) ⇓π v,H ′ H ′ = H ′′, ` 7→ {|C;−−−→xi : vi, x : v′|}

x := e, (S,H) π (S, (H ′′, ` 7→ {|C;−−−→xi : vi, x : v|}))
In words, if x is a variable on the stack S, we update the value S(x); if

instead x is not on the stack, we assume it is an object field and we access
the heap to update the value of the x field of the this object.

3 Inheritance

In Java, a class can extend another class to inherit its fields and methods:

class B {

string f() { return this.g(); }

string g() { return "B"; }

}

class C extends B {

string g() { return "C"; }

}

x = new B();

y = new C();

x.f(); // B

y.f(); // C

Java implements the following principles of inheritance:

1. The fields of an object include those of its class and all superclasses;

2. The methods of an object include those of its class and all superclasses;
if there is more than one method with the same signature and return
type, the closest one is called.

Changing the SOS rules to deal with inheritance is relatively easy for our
core language. In particular, it is enough to change the rules for expression
evaluation as follows:
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• in the rule for object creation, replace the definition of fields(C) so
that it also includes the fields defined by any superclass of C. There is
no typing problem here, since our core language does not have explicit
type declarations for variables;

• in the rule for method invocation, replace the simple lookup π(C,m)
so that it finds the definition of method m among the superclasses of
C, if it is not already present in there. The revised lookup function
must return the implementation of the closest superclass. Again, the
absence of types simplifies the definition.

We leave the formal details as an exercise.

9


